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Abstract

Emotions at work have long been identified as critical signals of work motivations, status,

and attitudes, and as predictors of various work-related outcomes. When more and more

employees work remotely, these emotional signals of workers become harder to observe

through daily, face-to-face communications. The use of online platforms to communicate

and collaborate at work provides an alternative channel to monitor the emotions of workers.

This paper studies how emojis, as non-verbal cues in online communications, can be used

for such purposes and how the emotional signals in emoji usage can be used to predict

future behavior of workers. In particular, we present how the developers on GitHub use

emojis in their work-related activities. We show that developers have diverse patterns of

emoji usage, which can be related to their working status including activity levels, types of

work, types of communications, time management, and other behavioral patterns. Develop-

ers who use emojis in their posts are significantly less likely to dropout from the online work

platform. Surprisingly, solely using emoji usage as features, standard machine learning

models can predict future dropouts of developers at a satisfactory accuracy. Features

related to the general use and the emotions of emojis appear to be important factors, while

they do not rule out paths through other purposes of emoji use.

Introduction

The future of work is less dependent on centralized workplaces and in-person collaborations.

Indeed, working remotely has become the new norm through the COVID-19 pandemic, and

the trend is likely to continue afterward. The IT industry, naturally more familiar with virtual

platforms and having fewer logistic constraints, has been leading the tide by even allowing

employees to work from home permanently [1].

While to what extent working remotely influences work outcomes is still debatable, a more

visible concern is its impact on working (and organizational) practices. A good example is to

handle emotions at work, which have long been identified as critical signals of motivations,

attitudes, and mental health status of workers, as well as culture, organizational justices, and

other environmental factors of workplaces (e.g., [2–4]). Workers’ emotions, especially those

indicating their mental health status (e.g., [5–7]), have been linked to various short-term and
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long-term work-related outcomes, such as engagement through paths of hope [8], goal com-

mitments, and motivation [9]. Voluntary work may be more “affect-driven” than in-role work

[3]. Harmonious passion increases engagement [10], satisfaction, and creativity [11]; obsessive

passion leads to burnouts [12]; and burnouts lead to lower productivity, conflicts, and drop-

outs from work [13]. Stress at work may even cause physical and mental disorders in life [7].

In non-work related contexts such as social communities [14] and online education [15], emo-

tions and emotional support have also been identified as critical factors for the retention of

members and students.

At in-person workplaces, such signals can be frequently observed from the emotions that

workers express during face-to-face communications. These signals are much harder to

observe at virtual workplaces. A recent report by GitHub [16] notices that developers work for

longer hours during the pandemic, which raises concerns about potential burnouts. This

implication, however, could not be verified or falsified without a measurement of the develop-

ers’ true emotional status. How to track emotions of remote workers is a major challenge for

the future of work.

Our work is motivated to address this challenge. We notice that remote workers rely heavily

on online platforms to collaborate and to communicate with each other. While some of the

communications are live and face-to-face (e.g., video conferences), more are asynchronous

and textual (e.g., emails, instant messages, forum discussions, Slack chats). If workers fre-

quently express emotions in these contexts in a similar way to face-to-face communications,

then one can potentially monitor these channels to track their emotional status, possibly with

the help of a data mining system.

Questions are whether workers do frequently express emotions in online work-related

communications, and if they do, whether these emotions are easily trackable, and whether

they are representative of work-related status (rather than personality and preferences). More

importantly, are such online emotional signals predictive of any work-related outcomes, simi-

lar to how passion, stress, and burnouts are able to predict work engagement and attrition?

Answering these questions requires analyzing longitudinal datasets of activities and com-

munications on online work platforms. The analysis also relies on identifying clean emotional

signals in online communications. While one could use natural language processing tech-

niques to extract emotions and sometimes infer mental health issues from text [17–19], the

ambiguity of free text often makes it hard to distinguish emotions from work-related content.

Text also fails to capture non-verbal signals (e.g., facial expressions and gestures), which are so

commonly used to express emotions in-person.

The key innovation of our study is to use emojis as sensors of emotions of remote workers.

Emojis are widely studied as non-verbal cues in text [20], carriers of emotions [21], a new

ubiquitous language [22], as well as sensors of cultural backgrounds [23], personality [24],

engagement [25], and mental health status [26]. Emojis represent rich non-verbal cues, which

makes them better sensors of affections than words [21]. In this study, we pay special atten-

tions to this function of expressing emotions, not only because it is a major and original func-

tion of emojis but also it is easier to identify and measure. In fact, the rich information

embedded in emojis makes them suitable for various purposes of usage beyond expressing

emotions, such as to adjust tones [27], adhere social norms [27], manage conversations [28],

maintain and enhance social relations [29], and help build one’s own identity [25]. Emojis

may also be used for one or more of these purposes in work-related scenarios and in specific

contexts, although they may be harder to distinguish (especially automatically). Therefore,

instead of limiting our analysis to only the emojis that express emotions, we also characterize

the general usage of emojis and do not intend to rule out the effect of emoji usage for other

purposes on work-related outcomes.
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We place our analysis on GitHub, the leading online collaborative platform for software

development, which has already been used by millions of developers for years. Through a data-

set of multi-year event log collected by the GHArchive [30], we are able to track down multiple

types of work activities (such as push and fork) of developers and their communications (such

as issues and commit comments). We focus our analysis on the usage of emojis in these

contexts.

We are particularly interested in answering the following research questions: (1) how

widely do developers use emojis? (2) is the use of emojis related to their working status? (3)

can emojis be utilized to predict future dropouts of developers?

Our analyses reveal that developers frequently use emojis in work-related communications,

in a different way from how emojis are used in general social activities. Emoji usage varies

among different programming languages. Having programming languages controlled, a com-

prehensive regression analysis demonstrates that emoji usage is highly related to a developer’s

working status, including activity levels, types of work, trends of activities, time management,

and other behavioral patterns.

We further investigate the predictive power of emoji usage on an extremely negative out-

come: whether an active developer is going to log no activity on GitHub next year (i.e., they

drop out from the online work platform). Controlling confounds such as programming lan-

guages and activity levels, we find that non-emoji users are three times more likely to dropout

than emoji users. Using features extracted solely from their emoji usage, standard machine

learning models are able to predict the future dropouts of emoji users with impressive accuracy

(up to 75% classification accuracy and 82% AUC). Features measuring the emotions of emojis

indeed appear to be important factors in the prediction, although they do not rule out other

potential paths (e.g., other purposes of emoji use). The predictive features are explainable and

provide insights on establishing new practices in remote workplaces, such as promoting har-

monious and diverse usage of emojis and tracking certain emotional conditions of workers.

Description of emoji usage on GitHub

We base our study on GitHub, the leading online collaboration platform for software develop-

ers. We collect the event log data released by GHArchive, which includes more than 20 event

types provided by GitHub [31]. On GitHub, issues are used to track ideas, feedback, tasks, or

bugs; pull requests are used to tell others about changes that have been pushed to a branch in a

repository. Collaborators or team members can comment on issues and pull requests. Addi-

tionally, they can leave comments when they review a pull request or make a commit. We

denote all issues, pull requests, and comments as posts, through which developers on this plat-

form communicate with each other, and all events (including posts and operations on them) as

work-related activities in general. In total, we are able to obtain 62,852,221 posts generated in

the single year of 2018.

We approach the first research question, how widely developers use emojis in communica-
tions on GitHub, in particular, whether developers use emojis frequently in different work

activities and across different programming languages. If emojis are widely used at work, it is

possible that they may be related to working status of developers and even contain predictive

signals for their future behaviors.

Popularity of emojis on GitHub

About 5.53% posts on GitHub contain at least one emoji. Is this proportion high? For compar-

ison purposes, we obtain a random sample of 8 billion Tweets from the Twitter Decahose

stream in 2018 and find that 17.98% contain emoji(s). As expected, people are less likely to use

PLOS ONE Emojis predict dropouts of remote workers

PLOS ONE | https://doi.org/10.1371/journal.pone.0261262 January 26, 2022 3 / 21

https://doi.org/10.1371/journal.pone.0261262


emojis in work-related activities than in everyday social activities. However, as shown in

Table 1, the proportion of emoji posts varies between 2.92% and 14.0% (which is close to the

proportion of emoji in Tweets) in different types of posts on GitHub—issues, pull requests,

their comments, review comments, and commit comments—which represent different types

of work activities. Emojis are noticeably more common among pull request comments and

then among commit comments. Considering that both commits and pull requests are related

to code submission, their comments are likely to be related to the coordination among devel-

opers, and emojis may have been helpful in facilitating such collaborative work.

Table 1 also lists the 10 most frequent emojis on GitHub. Surprisingly, this list has no

overlap with the top emojis on Twitter, which are . While the

top emojis on Twitter are mostly faces and hearts, the most popular emojis on GitHub, such

as , , , are directly related to work. For example, is commonly used to represent the

action of deploying, launching, or shipping [32], while is a ticket which could be used in the

contexts of issue tracking and technical support. This implies that emojis are indeed used for

multiple purposes on GitHub.

Different choices of emojis are also observed among different types of posts. The emoji

is quite popular in comments, especially in issue comments and review comments, likely

expressing positive responses to another user. The and emojis are mostly used in pull

request comments, pull requests, and issue comments. is the most used emoji in issues, usu-

ally indicating that a problem has occurred or attention is needed.

Besides these noticeable differences in Table 1, we can still observe many emojis used on

Github are clearly associated with emotions, such as facial expressions and gestures, and emo-

tional emojis are especially popular in comments when developers respond to each other. Our

analysis reveals that developers do use emojis commonly on GitHub, and they likely use emojis

both for work activities and for expressing emotions.

Emoji usage by programming languages

Beyond the general popularity of emoji usage, we are interested in whether the patterns vary

across different characteristics or communities of developers. Programming language is one of

the most salient and noticeable identities of a developer on GitHub. We select the 20 most pop-

ular programming languages in our dataset (see S1 Appendix for details) and plot statistics of

emoji posts that identify these languages as their main languages in Fig 1. Specifically, the size

of a dot indicates the popularity of a language; the color indicates the proportion of emoji

Table 1. Emoji usage on GitHub by post type. Over 5% of posts on GitHub contain at least one emoji. Pull request

comments and commit comments have higher proportions of emoji posts.

Type of post #Post %Emoji post Top 10 emojis

Issues 9.4M 3.34%

Issue comments 18.5M 3.37%

Pull requests (PR) 13.9M 4.14%

PR comments 11.9M 14.0%

PR review comments 8.4M 2.92%

Commit comments 0.8M 6.09%

Total 62.9M 5.53%

https://doi.org/10.1371/journal.pone.0261262.t001
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posts; and the x- and y-axis represent the entropy of emoji distribution and the number of

unique emojis, two measures of the diversity of emojis used by users of that language. A higher

value of entropy [33] indicates a more evenly distributed usage across all types of emojis.

Fig 1 demonstrates interesting differences among programming languages. Web program-

ming languages, such as JavaScript, HTML, TypeScript, and CSS, are among the languages

with the highest proportion of emoji posts. PowerShell stands as an outlier, likely because it

attracts a small group of developers who prefer a small set of emojis. The differences in emoji

usage across programming languages either attributes to different norms in particular devel-

oper communities or to different personalities of programmers [34]. Either way, they might

not be related to the working status or emotions of the developers, and one should control for

programming languages when analyzing the relation of emoji usage and work-related status

and outcomes.

Emoji usage is related to working status

The previous analysis reveals that emojis are commonly used by developers in work-related

communications. What we do not know is whether the use of emojis is related to the working
status of developers, especially whether the use of emotional emojis are related to working sta-

tus. If the use of (emotional) emojis is unrelated to working status, then it would be less con-

vincing to use emojis as sensors of emotions at work or as predictors for future status. Instead,

if the use of (emotional) emojis can reflect the current working status of developers, we may

expect that they may also have some predictive power for the future working status of develop-

ers. In this section, we answer this question through a controlled regression analysis.

Fig 1. Emoji usage varies in repositories that have different primary programming languages. Dot: a language; size: number of repositories;

color: proportion of emoji posts. JavaScript developers use a larger variety of emojis and a larger proportion of their posts contain emojis.

https://doi.org/10.1371/journal.pone.0261262.g001
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We select developers who have used at least one emoji in posts during the year 2018 and

denote them as emoji users. There are 264,808 such developers. Surprisingly, they contribute to

52.78% of all posts in this single year, indicating that emoji usage may be related to their active-

ness in communication. To control for this bias, we match these emoji users with a random

sample of 264,808 non-emoji users, developers who had at least one post but did not use any

emoji in 2018. We collect all available work-related activities of both emoji users and non-

emoji users in 2018.

Working status measurements

We propose five categories of variables that reflect a developer’s working status:

• D1: Activity level, which measures the aggregated statistics of a developer’s activities, posts,

working days, working hours (hours with an activity logged), working sessions (defined as

consecutive activities with gaps less than 2 hours), and off-segments (defined as longest

breaks or idle periods within every 24 hours).

• D2: Trend of activities, which measures the direction of linear trend (increasing, decreas-

ing, or stable) of one’s activity levels by month.

• D3: Type of activities, based on activity types included in our dataset. We select a subset of

activities, including push, pull request, issue, and all activity events related to comments and

count their proportions among all work activities and the sessions/days containing these

types of activities.

• D4: Type of posts, proportions of each type of posts among all posts, or work-related com-

munications among developers.

• D5: Time management. Time management may reflect the work-life balance of a developer

and have a direct relationship with their mental health status. Because the dataset does not

provide time zones of users, we measure the entropy of one’s working hours over the 24

hours of a day and working days over the 7 days of a week, respectively. A higher entropy of

hours or days indicates more spread-out working hours or days, while a lower entropy could

indicate clear boundaries between work and life.

Note that all the variables are measured based on the developer’s activities we observe on

GitHub, and they don’t reflect their work activities offline, in private repositories, or on other

platforms. We are interested in understanding whether the work-related variables extracted

are related to emoji usage at all, both individually and collectively. Having potential confounds

controlled, if the work-related variables are still significant factors of the use of emojis, then we

may confirm that emojis can be used as sensors of the working status of individual developers.

We find that measures of emoji usage (both the number and the proportion of emoji posts

a developer wrote in the same year) present interesting correlations with many of these work-

ing status measures. We show two examples in Fig 2. In Fig 2(a), we partition developers into

four categories based on the quantiles of their activity levels (#activities). We find that develop-

ers who have longer working hours tend to write more emoji posts—but only for those in the

most active quantile (4). Interestingly, we don’t see a similar trend for the less active developers

(quantiles 1–3). Fig 2(b) also suggests different effects of the proportion of push events on the

emoji posts among active users and inactive users.

To reveal how emoji usage is related to the selected variables jointly, we conduct a series of

linear regressions (OLS) with the number of emoji posts and the proportion of emoji posts of a

developer as outcome variables. Specifically, to evaluate if emotional emojis alone are related
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to working status, we also conduct an OLS regression with the proportion of emotional emojis

as an outcome variable. We control for “demographical” variables of a developer that may con-

found the relation between emoji usage and working status. Besides a developer’s primary pro-

gramming language (which has been shown to be relevant), we also control for their tenure on

GitHub (platform age).

Regression analysis

Combining all the features, we have 64 candidate variables to characterize the working status

of a developer as well as their online “demographics.” A regression with all of the variables

would lead to multicollinearity and deteriorate the results. We leverage the Variance Inflation

Factor (VIF) [35], which detects whether an explanatory variable is highly collinear with other

variables, resulting in large standard errors for the coefficient estimates. Using the varian-
ce_inflation_factor API in the statsmodels package [36], we repeatedly run

regressions and remove the explanatory variable with the largest VIF until all variables’ VIF

are below 5, a commonly used cut-off [37]. This leaves us with 45 variables in total. Compared

with alternative methods such as PCA, such a variable selection method ensures the explain-

ability of the model.

With the selected independent variables, we add them into the OLS models one category at

a time. We report two regressions in Table 2 and the full results in S1–S3 Tables in S1 Appen-

dix. Configuration (5) includes variables from D1-D5, and configuration (6) adds the “demo-

graphics”: platform age and programming languages.

Table 2 shows that even after controlling for programming languages and platform age,

most of the working status related variables are still significant in the regression with the num-

ber of emoji posts as the dependent variable. The signs, scales, and significance of the coeffi-

cients are mostly robust. Similar observations can be made using the proportion of emoji posts

as the dependent variable, which we omit for the sake of space. The regression results are

promising, suggesting that emoji usage is highly reflecting working status of individual devel-

opers rather than community norms.

We are also able to examine the effect of certain variables more closely from the table. The

activity level of a developer, such as the average working hours (on working days) or the length

of working sessions, is with a positive coefficient with the number of emoji posts. This is con-

sistent with the plot in Fig 2(a).

Fig 2. Working status of a developer is related to the number of emoji posts. (a): Avg. daily working hours. (b): Prop. push

events.

https://doi.org/10.1371/journal.pone.0261262.g002
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Most of the off-segments lengths (i.e., longest idles) show a negative sign in the regression

of the number of emoji posts, which is consistent with the finding that a higher activity level

indicates using more emojis. The off-segment length with the highest thresholds (256, mean-

ing the longest idle length in at least 256 days in 2018) is an exception, which suggests that the

relationship could be non-linear.

Developers with an increasing trend of avg. working hours, or #posts are likely to have

more emoji posts (as well as a higher proportion of emoji posts), while those with an increasing

trend of #working days compose fewer (but a higher proportion of emoji posts, suggesting

much fewer posts overall). An increasing activity level or workload might be associated with

either passion or stress at work and a decreasing trend might be an indicator of burnout.

Developers with more push activities compose fewer emoji posts, while those with more

activities in issues, pull requests, and comments compose more emoji posts. This result is

Table 2. OLS regressions of emoji usage on working status. Multiple working status measures are significantly related to emoji usage.

Dependent Variable: Number of Emoji Posts (Log Scale)

(5) (6)

const 2.4833��� 2.0552���

avg. working hours 0.0240��� 0.0334���

avg. length of working sessions (in hour) 0.0003�� 0.0002�

length of off segment (thres. = 4, 6, 32, 64, 128) 4��� 4���

length of off segment (threshold = 256) 0.0104�� 0.0145���

monthly trend of #working days -0.0101��� -0.0069���

monthly trend of avg. working hours 0.0098��� 0.0117���

monthly trend of avg. len. of working sessions -0.0001 0.0019

monthly trend of #working sessions (>1 event) -0.0077��� -0.0068���

monthly trend of #posts 0.0105��� 0.0113���

prop. pull request events 0.2979��� 0.2079���

prop. push events -0.3261��� -0.3165���

prop. working sessions with pull requests 0.4902��� 0.5022���

prop. working days with comment events 0.3839��� 0.4069���

prop. working days with issue events 0.4348��� 0.3983���

prop. pull requests -0.1428��� -0.1269���

prop. issue comments 0.0223��� 0.0176���

prop. pull request comments 0.5859��� 0.5622���

prop. pull request review comments 0.6380��� 0.6093���

prop. commit comments 0.0355��� 0.0559���

entropy of weekdays 0.3188��� 0.3030���

platform age (log scale) 0.0373���

programming languages �

# Obs. 529616 529616

R-squared 0.4704 0.4845

Adj. R-squared 0.4704 0.4846

Notes: Significant at the:

��� 1%,

�� 5%, or

� 10% level;

4: All coefficients are negative. �: All languages are significant except for Objective C. See S1 Appendix for details.

https://doi.org/10.1371/journal.pone.0261262.t002
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reasonable as with other variables controlled, developers with more push events could pay

more attention to coding rather than communication.

Developers with more comments compose more emoji posts, suggesting that emojis can

mean appreciation and encouragement from the collaborators.

The entropy of working days over the week has a positive effect on emoji posts (but a nega-

tive effect on their proportion). Note that a higher entropy indicates a more even spread-out of

working activities over the week, which may be linked to a higher passion or stress that drives

them to work during the weekends.

Finally, we note that the control variables, platform age, and most programming languages

are significant factors in the regressions of emoji usage. This is consistent with our observa-

tions in Fig 1, and the positive effect of platform age indicates that developers are gradually

establishing the norm of using emojis on GitHub.

As not all emojis are used to convey emotions, it is perhaps not surprising that work-related

emojis are related to work activities of developers. To illustrate the relation between emotions

expressed through emojis and the working status of developers, we conduct separate OLS

regressions with the proportion of emotional emojis as the outcome variable. Specifically, we

extract the keywords describing each emoji in the Unicode Standard, get their emotion scores

through LIWC, which are positive emotion, negative emotion, anger, anxiety, and sadness. An

emoji is identified as emotional if it has a non-zero emotion score on one or more of the five

dimensions. We then compute the proportion of emotional emojis among all emojis used by a

developer. As shown in S3 Table in S1 Appendix, most of the working status variables are still

significant when the proportion of emotional emojis is the response variable. This result shows

that the intensity of emotions expressed via emojis is an efficient indicator of the current work-

ing status of developers.

Emoji usage indicates future work engagement

The preceding results have demonstrated that emoji usage is related to the working status of

developers in the same year. Can emoji usage indicate the future status of developers? To vali-

date this, we select two typical measures of working status, i.e., avg. daily working hours and

the number of working days, and we compare these measures in the next year (2019) between

developers who used emojis in the first year (2018) and those who did not. Note that only

developers who wrote at least one post in 2018 and were still active in 2019 are included in this

analysis. In 2019, emoji users worked for 62.39 days on average, which is significantly higher

than 23.13 days of non-emoji users (p� 0.001, Welch two-sample t-test). The difference of

average daily working hours between the emoji users (1.71 hours) and non-emoji users (1.45

hours) is also significant (p� 0.001, Welch two-sample t-test). Such results show that emoji

users are more engaged in the coming year. This anecdotal evidence implies that we may use

emoji usage as features to predict certain future work outcomes of developers in a more sys-

tematic way.

Emoji usage predicts future dropout

The insights drawn from preceding analysis suggest that emoji usage may be useful to predict

future working status of developers. We are particularly interested in using emoji usage as a

lens to watch for outcomes related to the emotional and mental health related well-being of

workers, such as passion [10], depression [38], and burnouts [16]. These outcomes, however,

are hard to be accurately measured at scale. We therefore choose a more explicit prediction tar-

get: whether a developer will conduct no activity on GitHub (i.e., whether they will drop out

from the platform) in the coming year, which is often related to the emotions and mental
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health [39, 40]. In this section, we describe the emoji usage of a developer at finer granularities

and answer the third research question, whether emoji usage can be used to predict the drop-
out of developers. In specific, we extract features of emoji usage from 2018 and use them to

predict whether a developer active in 2018 would drop out from the work activities on GitHub

(defined as zero working days or daily working hours) in 2019.

Since emoji usage is highly related to activity level, and both are related to programming

languages, we need to carefully control for such confounding factors in the prediction task. In

below, we first discuss how we control for the two confounding factors before setting up the

prediction task.

Developer matching

To find good measurements of the activity level, we draw insights from labor economics where

researchers have long studied the intensive and extensive margin of labor supply [41]. Exten-

sive margin measures whether or not a unit is working, corresponding to the working days of

a developer, while intensive margin measures the intensity of one’s work, corresponding to the

average working hours. We adopt both the number of working days and the average working

hour on a working day as the measures of the activity level of a developer in both 2018 and

2019. The measures in 2018 are used to control for the activeness of developers, and the mea-

sures in 2019 are used to identify the prediction outcome.

We define a target group of developers with a certain activity level in the previous year. Spe-

cifically, we rank all developers by their activity level (measured by either #working days or avg.

working hour) in 2018 and select the k% most active developers into the group. For average

working hours, we choose k from 5, 10, 20, 30, 40, 50, and 60, since over 40% of developers

share the same lowest level of this measure. For the same reason, we select ks of 5, 10, 20, 30, 40,

50, 60, and 70 for #working days. Through this, we obtain multiple (overlapping) target groups

at comparable activity levels. The smaller k, the more active developers in the target group.

As discussed in previous sections, the primary programming language of a developer is

clearly a confounder to their emoji usage and working status. In S2 Fig in S1 Appendix we fur-

ther demonstrate the relation between the working status outcome and the programming lan-

guages. To control for this confounding factor, we match emoji users with a set of non-emoji
users who have a similar distribution of programming languages within the same activity level.

For instance, if there are m JavaScript emoji-users at one activity level, we randomly sample m
JavaScript users from the n JavaScript non-emoji users within the same activity level. n is usually

much larger than m, but in the case that n<m, we select all n JavaScript users and randomly

sample m − n users from those who are not labeled with a primary programming language.

Among all emoji usage patterns, the most basic one is whether a user uses emoji at all.

Before introducing more complex emoji-usage patterns, we show that this simplest distinction

of emoji users versus non-emoji users is already predictive of dropout.

Controlling for programming languages, non-emoji users have a 3 times higher ratio of

dropouts in the following year than emoji users. Including all activity levels, 13.0% of emoji

users and 49.2% of non-emoji users drop out in 2019 (p� 0.001, Welch two-sample t-test);

among top 5% developers by the number of working days in 2018, 1.4% of emoji users and

4.5% of non-emoji users drop out in 2019 (p� 0.001, Welch two-sample t-test).

Dropout prediction for emoji users

The above comparisons show that the mere fact of using emoji already signals less likelihood

of dropout. Yet, beyond this basic one, there are many other emoji usage patterns. To system-

atically study whether they help predict the dropout of developers, we set up a prediction task
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where we extract the emoji-usage patterns and see whether they predict a user will drop out in

the next year. For this prediction task, we include only the emoji users since the emoji-usage

features for non-emoji users are either empty or zero. Among the emoji users at each activity

level, those who have no activity in 2019 are labeled as positive examples; we then sample the

same number of emoji users from the rest of the target user group, those who do not drop out

in 2019, as negative examples. We use the same sampling procedure above to match the pri-

mary programming languages of the negative examples.

This matching procedure ensures the balance of positive and negative samples within each

activity level in 2018 and that the two groups share a similar distribution of programming lan-

guages. For robustness, we repeat the sampling processes 30 times and construct 30 datasets

for each activity level.

We use four advanced machine learning models, Logistic Regression, Support Vector

Machine (SVM), Gradient Boosting Decision Tree (GBDT), and Multi-layer Perceptron classi-

fier (MLP), for this binary classification task, all implemented with scikit-learn [42]. We use

accuracy as the evaluation metric. As all the datasets are balanced, the baseline accuracy is 0.5.

We use an 80–20 train-test split for each dataset (target group) and tune hyper-parameters on

training with 5-fold cross-validation.

Note that our goal is to verify the predictive power of emojis instead of optimizing the per-

formance of dropout prediction. Therefore we intentionally exclude non-emoji-based features

(such as the working status measures in the previous section) and more complex machine

learning models so that the whole process is highly explainable.

Emoji usage features

We summarize the emoji-usage features used in the prediction task. First, we follow the design

of the regression in the previous section and measure the number and proportion of emoji

posts of a developer in 2018, which are shown to be indicative of the working status in the

same time period. We count the number of days when emojis are used as well as the total num-

ber of emojis used by the developer.

To describe the diversity of emojis used by a developer, we count the number of unique

emojis they have used in 2018 and calculate the entropy of the frequency distribution over

unique emojis.

Usage of individual emojis is also considered. From more than two thousand kinds of emo-

jis used on GitHub (2,699 in our dataset), we select a subset of representative ones to ensure

explainability and to avoid overfitting. Specifically, we choose emojis from three aspects. First,

we select 30 most used emojis by all developers, representing the most popular emojis on

GitHub. Second, we select the emojis that are used significantly more frequently on GitHub

than on Twitter. That is, we select the 30 emojis with the highest proportions on GitHub com-

pared to Twitter, ranked by their z- statistics (one-tail z-test), and denote them as GitHub-spe-
cific emojis. Third, we include the 36 emojis that are reported to be related to personality traits

(neuroticism, extraversion, and agreeableness of the Big-Five traits) [24]. In literature, 10 of the

36 emojis have been proposed as surrogates to text-based items to assess symptoms of depres-

sion [43]. Removing the duplicates of the three groups, we finally obtain 74 unique emojis.

To quantify the emotional status of a developer, we measure the emotions conveyed by all

emojis used in their posts in 2018. Specifically, we extract the keywords describing each emoji

in the Unicode standard, get their LIWC [44] emotion scores, and aggregate the scores to mea-

sure multi-dimensional emotions of that emoji. We first include the proportion of all emojis

that have a non-zero emotion score for each user. By averaging the emotion scores of all emojis

by a user, we obtain five scores, i.e., positive emotion, negative emotion, anger, anxiety, and
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sadness. This provides a 5-dimensional description of the developer’s emotional status. Addi-

tionally, we include the EMOJI-D score proposed in [43] to measure the depression level of a

developer by aggregating the usage of the corresponding 10 emojis.

Prediction results

For all four models, Fig 3 reports the mean accuracy and 95% confidence intervals over all 30

datasets at each controlled activity level. For all activity levels measured by average working

hours, all four prediction models obtain a decent accuracy (mostly above 0.7). For example,

when k = 5, the accuracy is 0.718 for Logistic Regression, 0.717 for SVM, 0.736 for MLP, and

0.743 for GBDT. This level of prediction accuracy is rather impressive considering the diffi-

culty of dropout prediction and that only emoji usage is used as features.

Controlling for activity levels by the number of working days, the prediction accuracy

approaches the same level when k is large (including less active developers), but it’s lower

when k is small (more active developers). This is understandable as developers who worked for

the most number of days in the previous year are much less likely to dropout in the coming

year, and those who do are much harder to predict. On the other hand, developers who

worked for the longest hours on the days they work might not have worked for many days. We

further interpret the prediction performance for the most active developers (when k is small).

A precision-recall curve is shown in S1 Fig in S1 Appendix. It suggests that even though the

overall prediction accuracy is not high among the top 5% of active developers (by working

days), the precision for those predicted the highest dropout risk is as high as 0.73. Considering

the nature of the prediction task, this level of accuracy is sufficient for taking interventions on

the developers with highest dropout risks.

The performance of the prediction models could also be measured by AUC (i.e., Area

under the ROC Curve). Fig 4 reports the mean AUC and 95% confidence intervals over the 30

datasets at each controlled activity level for the four models. All the models obtain a high AUC

for all activity levels measured by average working hours, mostly above 0.75. For example,

when k = 5, the AUC is 0.793 for Logistic Regression, 0.794 for SVM, 0.805 for MLP, and 0.816

for GBDT.

As expected, the non-linear GBDT models outperform SVMs and Logistic Regressions.

GBDT models also outperform MLPs for most activity levels. Overall, the differences between

the four standard machine learning models are marginal.

Fig 3. Accuracy of dropout predictions for emoji users is above 0.7 when including all activity levels and as high as 0.75

for those who work longer hours per working day. Baseline is 0.5 for all activity levels and is omitted. (a): Avg. daily

working hours. (b): #working days.

https://doi.org/10.1371/journal.pone.0261262.g003
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Interpretations

The results above demonstrate that future dropout of developers can be effectively predicted

using emoji usage features alone. To further understand and explain the role of emojis in pre-

dicting dropouts, we look into the importance of features provided by the GBDT model and

the coefficients of features obtained by the Logistic Regression model, using one configuration

with top 10% (k = 10) developers by average working hours as an example, as shown in Fig 5.

Features with high importance scores in GBDT have relatively high predictive power for drop-

outs. The sign of LR coefficients indicates the linear direction of the predictive power, although

the actual effect might be non-linear. We therefore plot the relation between the likelihood of

dropout and features of interest for a closer look, as shown in Fig 6. Recalling that we use only

emoji users in the prediction task, for the plots, we include both emoji users and non-emoji

Fig 4. AUC of dropout predictions for emoji users is above 0.78 when including all activity levels and as high as 0.82 for

those who work longer hours per working day. (a): Avg. daily working hours. (b): #working days.

https://doi.org/10.1371/journal.pone.0261262.g004

Fig 5. Importance of top features (10% active users by avg. working hours). Proportion of emoji posts, emotional

scores, and affection-related emojis are important predictors. Bars: importance scores from GBDT; signed values:

coefficients from Logistic Regression.

https://doi.org/10.1371/journal.pone.0261262.g005
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users at the matched activity level (k = 10) to understand the role of emojis in a comprehensive

way.

Fig 5 shows that features describing the general usage of emojis, especially the proportion

of emoji posts, appear to be the most predictive. All 5 dimensions of emotion scores and the

proportion of emotional emojis are important in the prediction task. In addition, the propor-

tion of some individual emojis are ranked high by GBDT, mostly those expressing affections

(e.g., , , smiley faces, and the heart ). This suggests that the emotional use of emojis is

indeed a viable indicator of dropout. The fact that the general usage of emojis (regardless of

emotional or not) remains important features indicates that there may exist other purposes of

emoji use—beyond expression emotions—that are also indicative of developer dropout.

Untangling these factors would be more difficult than measuring emotions, which requires

fine-grained annotations of the purposes of individual emoji usecases.

Fig 5 also shows the coefficients of the selected features in Logistic Regression. A positive

coefficient suggests that the feature indicates a higher risk of dropout with other features con-

trolled, and a negative coefficient indicates a lower risk of dropout. It is interesting that the

proportion of emoji posts and the number of emoji posts (as well as the number of emojis)

have different signs. Verified at a finer granularity in Fig 6(a) and 6(b), we see that the correla-

tion trends are not linear. The result suggests that if developers use emojis in their posts at all,

they are much less likely to dropout, and the risk further decreases when they compose more

(but a reasonable number of) emoji posts. However, when a high proportion of their posts con-

tain emojis, the relation points to the other direction. These users are possibly obsessive about

emojis, demonstrating potential signals of obsessive passion [12].

The diversity of emoji usage, both the number of unique emojis and the entropy of emojis,

show a negative effect on the risk of dropout. Fig 6(c) shows a descending trend of dropout

risk with higher entropy of emojis. A diverse usage of emojis may indicate that a user is in

good emotional status (e.g., curiosity [45]) to explore and indicates a lower risk of obsession or

burnouts.

Emotions expressed through emojis also show intriguing relations to dropouts. Most of the

emotion scores, i.e., the positive emotion, the negative emotion, sadness, and anxiety, have neg-

ative coefficients, while anger shows a positive effect. We plot the relations of these features to

dropout ratio for a closer look. Similar to what Fig 6(d) presents, the relations are actually not

linear. A zero value of these emotions seems to be a clear outlier with a significantly higher

dropout rate. This indicates that expressing these emotions—even if they are negative—using

emojis at all reduces dropout risk. Leaving out this outlier, we can observe positive correlations

of these emotions and mental health-related dimensions to dropouts. Among them, the slope

of the anger emotion is the steepest, indicating that anger is a sensitive signal of future drop-

outs. This result conforms with previous literature [46, 47] that anger levels differ according to

burnout levels, suggesting that anger-related emojis might be used to detect burnouts of

developers.

Interesting findings could also be derived from the use of individual emojis. The emoji

is positively correlated with dropouts, as it is a common gesture for leaving. The negative coef-

ficients of affection and celebration-related emojis (e.g., , , and ) are easier to inter-

pret. The findings are consistent with psychology and organization science literature that

affections and personal achievements are highly correlated to work outcomes [5, 6]. It is harder

to interpret why has a marginal positive sign, likely due to a non-linear relation again.

So far we have explored the role of emojis in dropout prediction through the relations

between specific features and the dropout risk. To further understand why emoji usage is pre-

dictive of future dropout, we propose two possible explanations through additional
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correlational analysis. One is that emoji usage patterns can reflect certain intrinsic characteris-

tics of workers, that they have better emotional intelligence at work, such as the willingness to

express and regulate emotions in working scenarios, which is known to be related to their

working performance [48]. As such intrinsic characteristics hold for a long term, we can expect

that the emoji usage in the previous year is correlated with emotions expressed in the next

year.

We measure the positive and negative emotional scores of emojis used by a developer and

compare the emotions in the two consecutive years in Table 3. In general, developers with at

least one post in 2018 express more positive emotions and less negative emotions in 2019.

However, those who start to use emojis in 2019 express more negative emotions, while those

Fig 6. Relation between selected emoji usage features and dropout risk (10% active users by avg. working hours). Blue

dots: bins of emoji users; orange diamond: non-emoji users. (a): #Emoji posts (log). (b): Prop. emoji posts. (c): Emoji

entropy. (d): Score of Anger emotion.

https://doi.org/10.1371/journal.pone.0261262.g006

Table 3. Positive and negative emotions expressed via emojis in 2018 and 2019. In general, the population becomes more positive and less negative in 2019. Those who

used any emoji in 2018 are more positive (p< 0.001, Welch two-sample t-test) and less negative (p< 0.001, Welch two-sample t-test) in 2019 than those who didn’t use an

emoji in 2018.

Developers in 2018 (#post > 0) Positive (2018) Negative (2018) Positive (2019) Negative (2019)

Emoji users 7.54 9.45 8.27 8.51

Non-emoji users N/A N/A 7.61 9.55

All 7.54 9.45 7.90 9.09

https://doi.org/10.1371/journal.pone.0261262.t003
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who already used emojis in 2018 are much happier in 2019. Fig 7 presents the relation between

the positive/negative emotions in 2019 and their emoji usage in 2018. Developers tend to

express more positive emotions and less negative emotions if they use more emojis in the pre-

vious year. Such results support our hypothesis and also suggest that emoji users have a more

positive emotional status.

Another possible explanation is that as non-verbal cues, emojis can bring in external effects

(that plain texts could not) that in turn influence the working status of developers (emoji

users). We may validate this from a “micro” perspective. For example, using pictographs in a

post may attract more attention and therefore make the communications more efficient, or

they could attract more responsive emotional supports and therefore enhance co-worker bond

[49]. We select all issues opened in 2018 and their comments posted within 365 days, and find

that for all issues with at least one comment, the average response time for emoji issues is

215.64 hours, significantly lower than that for issues without an emoji (420.78 hours). We also

find that an emoji issue receives 0.92 emoji comments on average, while the number for non-

emoji issues is only 0.08. The results are all reported in Table 4. The higher frequency of emojis

occurring in comments implies more emotional support.

To summarize, we find that emoji use in general is predictive of developer dropout. The

emotional use of emojis in particular is one important indicator, although it is likely not the

only viable indicator. Note that none of our results indicate any causal relation between emoji

usage and work, and the above analyses certainly do not establish causal paths. We intend to

Fig 7. Emotion expressed via emojis in 2019 is related to the number of emoji posts in 2018. (a): Positive emotion. (b):

Negative emotion.

https://doi.org/10.1371/journal.pone.0261262.g007

Table 4. Difference of responses between issues with and without emoji. For issues with at least one comment, the

time to receive the first comment for emoji issues is significantly shorter than non-emoji issues (p< 0.001, Welch two-

sample t-test). Emoji issues get significantly more comments containing at least one emoji (p< 0.001, Welch two-sam-

ple t-test).

#issues with comments� Avg response time (hour) Avg. #emoji comments

Emoji issues 204,047 215.64 0.92

Non-emoji issues 4,662,957 420.78 0.08

All issues 4,867,004 412.18 0.11

Note:

�: For each issue, only the comments created within 365 days of the issue’s open time are counted.

https://doi.org/10.1371/journal.pone.0261262.t004
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provide possible explanations for why emotional emojis are related to working status and why

emojis could predict worker dropout.

Discussion

Implications

The prediction analysis successfully demonstrates that emoji usage patterns are indicative of

the risk of dropping out from online work platforms. Several practical implications could be

derived here. First, using (some) emojis at work indicates a lower risk of dropout than not

using emojis. Expressing any emotion, even negative emotions with emojis is better than

expressing no emotion at all. On one hand, expressing emotion itself is a good way to handle

stress [50]; on the other hand, it enables co-workers and practitioners to observe negative sig-

nals and risks early on and make timely interventions. In online work platforms where people

don’t express emotions face-to-face, it is important to encourage the workers to express their

emotions in any possible way. As emojis provide a convenient way to express emotions in tex-

tual communications, online work platforms may take measures to enable and promote the

use of emojis. Second, negative emotions (e.g., deterrence such as anxiety and fear, withdrawal

such as sadness and shame, and antagonism such as anger and hate) are particularly useful sig-

nals for negative work experiences and outcomes (e.g., risks of burnouts and dropouts).

Employers should pay particular attention to related emojis or similar signals of remote work-

ers. Third, there are multiple paths of using emojis, and our results show that the number of

emoji posts, the number of emojis, and the variety of emojis are good indicators of (low) drop-

out risk with the emotional scores of emojis controlled. Thus users should be encouraged to

use a larger variety of emojis and use emojis for multiple purposes rather than just expressing

emotions. Fourth, obsession is another signal to watch from the use of emojis or other activi-

ties—obsessive passion leads to burnout, and burnout leads to dropout. On the opposite, using

a variety of emojis may reduce the stress of work and distract workers from obsessive passion

and potential burnouts. Platforms, worker communities, and organizations with remote work-

ers may use various means to encourage workers to adopt a wide range of emojis, e.g., through

building an emoji recommender system.

Finally, our results echo many theories and findings in worker psychology and organization

science, which are typically done using small scale surveys or experiments. The use of emojis

introduces noisier but much larger scale observations of emotions at work, which provides a

promising new instrument for such studies.

Note that the main goal of our work is not to optimize the accuracy of dropout prediction.

Instead, we utilize the task to verify the predictive power of emotions expressed by remote

workers. Rather than accuracy, we care more about the explainability of the results, especially

the role of emojis. A study of a similar goal is [51], which examines the efficacy of physical

exhaustion, mental exhaustion, and emotional exhaustion (measured by survey) in predicting

the intention of school teachers to leave their jobs due to burnout. With an expanded set of fea-

tures describing the profile and activities of individuals and advanced machine learning mod-

els, such a prediction task could achieve a much high accuracy (e.g., [52]).

Limitations

We notice some limitations in our analysis. First, although confounding factors like the activity

levels and programming languages are controlled for in the regressions and predictions, there

are more factors that we are not able to observe in our dataset, such as demographics (e.g., gen-

der, age, and country) of the developers. It requires further analysis to determine whether the

conclusions we draw are causal. Second, the measurements of working status are limited by
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the platform and the dataset. Since the use of GitHub only partially reflects the tasks of a devel-

oper, we are unable to observe their activities offline or in private repositories. The prediction

outcome only refers to dropouts from public repositories of GitHub but does not necessarily

reflect dropouts from their job. Additionally, our approach to identifying emotions of emojis

is primitive, as it works in a collective sense without considering the context of individual use

of emojis. Further work may drill down and distinguish different purposes of emojis in indi-

vidual contexts and compare with our conclusion. Finally, our analysis benefits from the estab-

lished norm of using online collaborative platform by developers. Readers should generalize

our conclusions to other domains with caution.

Conclusion

We propose to use emojis in online collaborative platforms as sensors for tracking the emo-

tions of remote workers. In the context of GitHub, we discover patterns of how developers use

emojis in work-related activities and communications. We find significant coefficients of

working status variables in regressions of emoji usage in the same year. We show that with

emoji usage as features alone, standard machine learning models can predict future dropouts

of developers at a satisfactory accuracy (above 70% overall and up to 75% in classification accu-

racy; above 75% overall and up to 82% in AUC). Emotion-related features appear to be highly

important, while relations between other purposes of emoji usage and dropout could also

exist. Through the prediction analysis, we are able to provide practical implications for using

emojis to sense and reduce the risk of negative work experiences and outcomes. Future work

should distinguish other purposes of emoji use in the prediction tasks and investigate the

causal effect of using emojis to improve work outcomes. It will also be intriguing to test these

findings in other remote work platforms and other remote communication contexts, such as

online education.
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